AFFINITY PROPAGATION VERSUS THE P-MEDIAN MODEL
THE ALGORITHMS
1) 
Frey and Dueck’s (Science, 315: February 16, 2007, pp. 972-976) affinity propagation algorithm (a MatLab *.m file ‘apcluster.m’), which we downloaded from their website: www.psi.toronto.edu/affinitypropagation 
The function call in MatLab for ‘apcluster.m’ is:

>> [idx,netsim,dpsim,expref]=apcluster(s,p,varargin);
Input arguments:

‘s’ = 
an n ( n Similarity Matrix.  By similarity matrix, we mean that larger matrix entries indicate greater similarity between the row and column objects.  The program can read data in the form of a complete n ( n matrix, or using a 3-column format where the first two columns contain the row and column indices, and the third column contains the similarity measure for the row/column combination.

‘p’ =
requires a preference vector. ‘p’, which will control the number of clusters selected.

‘varargin’ is a MatLab input capability that allows users to control some of the input and output parameters.  We don’t use this function in our analyses and just set varargin = 0;

Output arguments:

‘idx’ =
a vector containing the assignments of each point to its nearest exemplar.  The set of selected exemplars and the number of selected exemplars can be obtained using the following two MatLab commands:

>> exemplars = unique(idx);

>> K = length(exemplars);

‘dpsim’ = the sum of similarities between each point and its most similar exemplar.

‘expref’ = the sum of the preference vector (‘p’) elements for the exemplars
‘netsim’ = ‘dpsim’ + ‘expref’, which is indicated as the “objective function”
2)
Our MatLab implementation of the vertex substitution heuristic (VSH) for the p-median problem, which is available from the authors as the MatLab .m file ‘vsh_fc.m’.  
The function call in MatLab for ‘vsh_fc.m’ is:

>> [exemplars, dpsim_vsh, netsim_vsh] = vsh(s, K, P);
Input arguments:

‘s’ = 
an n ( n Similarity Matrix.  The same formats as ‘aplcuster.m’ (n ( n matrix or 3-column input are acceptable.

‘K’ =
the desired number of ‘exemplars’ for selection.

‘p’ =
the preference vector used by Frey and Dueck’s algorithm.

Output arguments:

‘exemplars’ =
the selected set of K exemplars.

‘dpsim_vsh’ = the sum of similarities between each point and its most similar exemplar.

‘netsim_vsh’ = dpsim_vsh + the sum of the exemplar preferences.

COMPARISON
The key output measures of ‘apcluster.m’ and ‘vsh_fc.m’ are ‘netsim’ and ‘netsim_vsh’, respectively.  These numbers provide the basis for the comparison.  Larger values of ‘netsim’ and‘netsim_vsh’ are better because they indicate greater similarity associated with the cluster assignments.  CPU time information for the two algorithms is the secondary performance criterion.
*Note: In many situations, it is ‘dpsim’, not ‘netsim’, that is really the most interpretable measure.  For example, when the similarities are negative distances, the absolute values of ‘dpsim’ and ‘dpsim_vsh’ represent the error of the clustering solution.  We use ‘netsim’ and ‘netsim_vsh’ only because it facilitates comparison with Frey and Dueck’s affinity propagation method, which explicitly uses ‘netsim’ as the objective criterion.

Test Problems

We compared affinity propagation (‘aplcuster.m’) to the VSH (‘vsh_fc.m’) across 10 test problems.  The first three problems (‘DocumentSummarization, TravelRouting, and ‘FaceClustering’) are the same as those downloaded from Frey and Dueck’s (2007) website.  The remaining seven problems are downloadable from this website.  For each of these 7 problems, the similarity matrix was obtained as the negative of the squared Euclidean distances between points.  All preferences are based on median similarity as recommended by Frey and Dueck.  The test problem data sets are as follows:

1) 
DocumentSummarization.mat – the document summary data set from Frey and Dueck’s paper.  This is a 125 ( 125 asymmetric similarity matrix with violations of the triangle inequality.  Contrary to what might be inferred from reading Frey and Dueck’s paper, the p-median approach can be applied to this type of data (and, as shown below provides solutions with less error than affinity propagation).  Of the 10 data sets, this is the only one where the preference vector elements are not all the same constant value.
2)
TravelRouting.mat – the travel routings data set from Frey and Dueck’s paper.  This is a 456 ( 456 asymmetric similarity matrix with violations of the triangle inequality.

3)
FaceClustering.mat – the Olivetti face images data set from Frey and Dueck’s paper. This is a 900 ( 900 symmetric matrix of negative squared Euclidean distances.

4)
fishers_iris.mat – this is Fisher’s (1936) classic data set pertaining to petal and sepal measurements of 150 plants in the iris family. This is a 150 ( 150 symmetric matrix of negative squared Euclidean distances.

5)
hartigans_rates.mat – these data are from Hartigan (1975) and are birth and death rates for 70 countries. This is a 70 ( 70 symmetric matrix of negative squared Euclidean distances.

6)
lin_kernighan.mat – these data are from Lin and Kernighan (1973) and are coordinates for a numerically controlled hole drilling operation for 318 holes.  This is a 318 ( 318 symmetric matrix of negative squared Euclidean distances.

7)
reinelts_holes.mat – these data are from Reinelt (2001) and are coordinates for a numerically controlled printed circuit board hole drilling operation for 724 holes.  This is a 724 ( 724 symmetric matrix of negative squared Euclidean distances.

8)
grotschel_holland_202.mat – these data are from Grotschel and Holland (1991) and are coordinates for 202 European cities.  This is a 202 ( 202 symmetric matrix of negative squared Euclidean distances.
9)
grotschel_holland_431.mat – these data are from Grotschel and Holland (1991) and are coordinates for 431 European cities.  This is a 431 ( 431 symmetric matrix of negative squared Euclidean distances.

10)
grotschel_holland_666.mat – these data are from Grotschel and Holland (1991) and are coordinates for 666 European cities.  This is a 666 ( 666 symmetric matrix of negative squared Euclidean distances.

Results

Our comparisons were completed on a modestly configured microcomputer (2.4GHz, Dual-Core Intel processor with 3 GB of SDRAM).  The results are shown in the table below (with bold values indicating the best solution for each problem.  The table shows that ‘apcluster.m’ and ‘vsh_fc.m’ provided the same solution for problem 5; however, ‘vsh_fc.m’ provided a better solution for each of the remaining 9 problems.  The superiority of the VSH is especially noteworthy for problems 4, 7, 8, 9, and 10.


Results Based on ‘netsim’ and ‘netsim_vsh’
	Test
	
	
	apcluster.m
	vsh_fc.m
	apcluster.m
	vsh_fc.m

	Problem
	n
	K
	netsim
	netsim_vsh
	AP time
	VSH time

	1
	125
	4
	-10234.33
	-10216.63
	.71
	.22

	2
	456
	7
	-92460.00
	-92154.00
	4.80
	3.32

	3
	900
	62
	-13454.72
	-13412.34
	33.85
	94.58

	4
	150
	6
	-79.38
	-77.40
	.74
	.44

	5
	70
	6
	-1797.55
	-863.41
	.26
	.12

	6
	318
	11
	-80133846.00
	-80036047.00
	2.41
	2.88

	7
	724
	22
	-50100442.91
	-49752909.01
	11.66
	31.49

	8
	202
	17
	-5183.39
	-5098.80
	1.14
	1.49

	9
	431
	16
	-95483.41
	-93137.89
	5.55
	6.77

	10
	666
	17
	-246166.80
	-241939.54
	16.60
	19.93


Results Based on ‘dpsim’ and ‘dpsim_vsh’

	Test
	
	
	apcluster.m
	vsh_fc.m
	apcluster.m
	vsh_fc.m

	Problem
	n
	K
	dpsim
	dpsim_vsh
	AP time
	VSH time

	1
	125
	4
	-9582.03
	-9532.55
	.71
	.22

	2
	456
	7
	-60960.00
	-60654.00
	4.80
	3.32

	3
	900
	62
	-9734.72
	-9692.34
	33.85
	94.58

	4
	150
	6
	-45.96
	-43.98
	.74
	.44

	5
	70
	6
	-863.41
	-863.41
	.26
	.12

	6
	318
	11
	-44979936.00
	-44882137.00
	2.41
	2.88

	7
	724
	22
	-21798150.52
	-21450616.61
	11.66
	31.49

	8
	202
	17
	-2150.17
	-2065.57
	1.14
	1.49

	9
	431
	16
	-47706.65
	-45361.12
	5.55
	6.77

	10
	666
	17
	-131944.17
	-127716.91
	16.60
	19.93


